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ABSTRACT

Using NLP (natural language processing) and data from Twitter, Reddit, and

Stocktwits, this study examines connections among social media sentiment,

attention, disagreement, and bitcoin trading activity and returns. We show

that 1) higher social media sentiment leads to higher bitcoin returns and

trading volume, 2) higher social media attention and disagreement increases

bitcoin price volatility, 3) positive changes in sentiment leads to a decrease in

volatility, and 4) magnitude of the impact from different social media varies.
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1 Introduction

Despite the ongoing controversy, cryptocurrencies (digital currencies) have

undoubtedly been considered by many as a new class of financial instruments,

which can be used as alternative currency, asset, and hedging instrument.

Cryptocurrencies are based on blockchain technology, a cryptographic and

decentralized technology that ensures the digitalization of trust and does not

rely on any central authority such as governments or banks. As of October

2021, the total market capitalization of cryptocurrencies reached over $2,500

billion1 with bitcoin being the most important and by far the largest cryp-

tocurrency in terms of market capitalization (more than $1,000 billion, as of

October 2021). Accompanying this sharp increase in cryptocurrency market

size has been a remarkable engagement of retail investors and a lack of regu-

lations. Cryptocurrency markets are less regulated than traditional financial

markets because, as new global investable instruments traded 24 hours a day

over the internet, having a globally legal and synchronized regulation system

from all countries is quite difficult. In addition, traditional media is not al-

ways interested in timely reporting events involving cryptocurrency, which

makes social media a primary source of information. The growing impor-

tance of social media in cryptocurrency trading, along with retail investors’

considerable amount of time spending on general social media websites (e.g.,

Twitter) or financial oriented social media websites (e.g., Reddit ad Stock-
1https://www.statista.com/statistics/730876/cryptocurrency-maket-value/
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Twits), stamps cryptocurrencies as ‘meme’ type security. A meme security

refers to the security whose price dynamics are mainly caused by sentiment

on social media posts. For example, shares of GameStop Inc.’s stock sky-

rocketed more than 400% in one week in January 2021 and gained more than

1,600% for the whole month of January 2021. One of the underlying forces

of this dramatic movement was amateur traders on “WallStreetBets”, a pop-

ular online Reddit forum with more than 10 million active users, to bid up

the stock price.

All these social media phenomena lead one to ponder on its role in cryp-

tocurrency trading activities. Today, the question is no longer whether social

media affects cryptocurrency valuation, but how it affects it. With the large

amount of data from Twitter, Reddit and Stocktwits, this study first at-

tempts to accurately measure the sentiment embedded in social media by

using natural language processing (NLP) models and then investigates the

extent to which this sentiment can be used to predict bitcoin trading activ-

ities and price dynamics. In addition, we also assess the impact of social

media attention and disagreement on the bitcoin market.

Traditional media such as newspapers, online news media and blogs have

generally been one-way channels to communicate news and opinions to the

general public. In these traditional channels, words and ‘tone’ are carefully

chosen by journalists or newspapers’ editors in an effort to present unbiased

information. Recent studies analyze firm’s information release and document

that both the ‘tone’ and the choice of words in firms’ disclosure documents
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contain important information and are associated with company performance

(Larcker and Zakolyukina (2012), Hobson et al. (2012), and Allee and DeAn-

gelis (2015)). However, with the rise of mobile technologies and online com-

munities, social media has been considered a dynamic two-way channel of

information updates (Cade (2018)). The popularity of social media provides

both opportunities and challenges for the information environment. On one

hand, social media provides an alternative which enables investors to commu-

nicate directly their analyses or views without editorial constraints. Due to

its network effect, social media can diffuse information more rapidly among

targeted groups of audience. Consequently, the proliferation of social me-

dia helps to reduce information asymmetry among users and to mitigate

adverse market reactions of negative news (Chen et al. (2014), Bartov et

al. (2017), Tang (2018), Blankespoor et al. (2014), and Lee et al. (2015)).

On the other hand, social media platforms feature social transmission biases

(Hirshleifer (2020)) and echo chamber effects. Pedersen (2021) shows that

belief that spillovers from social network interactions can lead to excess vol-

umes and volatility. Other empirical research in this area shows that social

media widens the reach of false information and exacerbates investors’ bias

(Demarzo et al. (2003)).

Financial sentiment, broadly defined as the expressed view of a favor-

able or unfavorable prospect at the basis of an investor’s beliefs, has been

long posited as a determinant of asset price variation (Keynes (1936)). How-

ever, the question of how to accurately measure the sentiment embedded
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in social media is underexploited. Earlier studies on textual analysis fo-

cused solely on the choice and the tone of words by counting the positive

or negative words predefined by general-purpose dictionaries (Schrand and

Walther (2000), McVay (2006), Larcker and Zakolyukina (2012), and Allee

and DeAngelis (2015)). Nevertheless, the positive and negative words de-

fined by general-purpose dictionaries may not be suitable in the financial

context. Loughran and McDonald (2011) show that almost three-fourths of

the words identified as negative by the widely used Harvard dictionary are

words typically not considered negative in a financial context. They further

developed an alternative finance-specific sentiment lexicon which since then

has been widely used in finance research (Engelberg et al. (2012), Garcia

(2013), Chen et al. (2014), among many others2) for the analysis of formal

financial statements (e.g., annual reports). In the context of social media,

even sentiment derived by finance-specific lexicon might be biased for several

reasons. First, posts on social media often use non-standard informal English

language (Liu et al. (2012)). Second, social media posts are often written

in a social setting, captures communications among a group of people with

common interests (Park et al. (2015)). Third, languages used in social media

posts present individuals’ own views about the world (Back et al. (2010)).

Dictionary-based measures may not be able to correctly identify the financial

sentiment contained in these statements. In this paper, we contribute to the

literature by filling this gap. Specifically, our study adopts a cutting-edge
2see Loughran and McDonald (2016) for surveys.
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NLP model that is trained to measure the textual sentiment specifically in

the context of finance. The model is far superior to dictionary-based meth-

ods in text understanding because it can capture the context and the order

of words by treating a text as a sequence of words.

Our paper contributes to the literature in three important empirical di-

mensions. First of all, to the best of our knowledge, we are among the first

to use an NLP model to measure financially-oriented sentiment embedded in

social media. Several novel results emerge from our results. Second, we show

that social media sentiment exhibits a Granger causality to future bitcoin

returns and trading volumes, but not to future volatility. Social media sen-

timent instead has a contemporaneous (same-day) effect on volatility. More

specifically, positive changes in sentiment lead on average to a decrease in

volatility during the day. We also find that the impact of sentiment on bitcoin

trading is different among the three social media platforms that we consider.

Third, in addition to sentiment, our study also shows that a rise in attention

and disagreement increases uncertainty by raising volatility and skewness, to

a lesser extent.

The rest of the paper proceeds as follows. In Section 2, we describe

the data that we use in our empirical tests. In Section 3, we discuss the

construction of social media sentiment measures. In Section 4, we present

and discuss results of empirical tests. We offer robustness checks in Section

5. Section 6 concludes.
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2 Data

In this study we use four different datasets: 1) social media textual data from

Twitter, Reddit and StockTwits, 2) daily Bitcoin Price from Coinmarket-

cap.com, 3) intraday bitcoin transaction data from Kaiko, 4) daily financial

index data, obtained from Yahoo Finance.

To obtain the sentiment embedded in social media, we first scrape bitcoin-

related social textual data via the Application Programming Interface (API)

provided by Twitter, Reddit and StockTwits for the period between January

2017 and December 2020. Reddit and StockTwits typically feature discus-

sions from more financially-savvy users and offer an advantage to extract

the sentiment of cryptocurrency traders, which may ultimately have an im-

pact on bitcoin short-term returns.3 On the other hand, Twitter offers a

relatively “noisy” sentiment because postings in Twitter also contain general

news. For Twitter and Reddit, the posting messages are scraped with the

keyword “Bitcoin”. In StockTwits, one can filter a cryptocurrency with a

hashtag that ends with “.X” (e.g., $BTC.X for Bitcoin). We use this con-

vention to download all postings related to Bitcoin in StockTwits during our

sample period. The scraped postings of these social media include posted

messages, dates and timestamps. For our sample period, our final bitcoin-

related textual dataset includes 28.7 millions messages from Twitters, 6.57

millions from Reddits, and 1.14 millions from StockTwits. With this dataset,
3See Betzer and Harries (2021), Hu et al. (2021), Diangson (2021), Agrawal et al.

(2018), and Awais and Yang (2021)
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we further measure the sentiment of every post/tweet using an NLP learning

model, which is documented in Section 3. The sentiment of a post/tweet

is a continuous numeric value between -1 (negative) and 1 (positive). Daily

sentiment is then defined as the average sentiment and disagreement as the

standard deviation of the sentiment of every messages posted during a given

day. Attention is proxied by the number of postings during the day as in Da

et al. (2011).

Our daily bitcoin price and volume data are from Coinmarketcap.com,

which is a leading source of cryptocurrency data. It collects and aggre-

gates information from over 200 major exchanges and provides daily data on

open, close, high, low prices, and volume. For each cryptocurrency, Coin-

marketcap.com calculates its volume-weighted price of all price reported at

each exchange. To conduct our analysis of realized volatility, we also use

the intraday-level data. The intraday transaction data used in this paper

are from the leading cryptocurrency market data provider Kaiko. Its raw

cryptocurrency data covers 20,000+ pairs across worldwide exchanges. Our

dataset is at the tick-by-tick level, including unique trade id, exchange code,

currency pairs, prices, volumes, trade directions, and timestamps, for all

exchanges where Bitcoin is traded.

The market daily index series are from Yahoo finance. The indexes used

to capture financial market dynamics include SP&500, MSCI Global, Gold

Index, USD Index, VIX, and U.S. Treasury bond yield.
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3 Social Media Sentiment

3.1 Background

With the growing availability of digital textual data and computing technol-

ogy, the measurement of financial sentiment embedded in texts has received

increased research interest. Some pioneering papers (Tetlock, 2007; Kothari,

Li and Short, 2009) popularized the simple dictionary-based approach (i.e.,

counting within a text the presence of positive and negative words predefined

by a sentiment dictionary). Later, Loughran and McDonald (2011) pointed

out that the general-purpose dictionaries commonly used by previous re-

searchers often misclassify words in the financial context. They curated a

finance-specific sentiment lexicon, which has since been broadly adopted by

other researchers in the domain of finance. Besides the dictionary-based ap-

proach, classical machine learning methods such as naïve Bayes have also

been widely explored (Antweiler and Frank, 2004; Das and Chen, 2007;

Huang, Zang and Zheng, 2014). Those methods are usually supervised,

training statistical models that learn from examples of texts with sentiment

labeled by human experts. As shown in the aforementioned papers, finance

researchers traditionally rely on the bag-of-words methods, which treat a

text as a collection of independent words that can be represented by a vector

of word counts. Despite their simplicity, the bag-of-words methods lack the

ability to capture the context and the order of words which are crucial for

interpreting the semantics of a text.
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Recently, the development of natural language processing techniques has

introduced more sophisticated models that are capable of recognizing the

sequential nature of text and preserving the dependencies between words.

The past decade has witnessed rapid advances in the field of NLP (Mikolov,

Chen, Corrado and Dean, 2013; Bahdanau, Cho and Bengio, 2014; Cho, van

Merrienboer, Gulcehre, Bahdanau, Bougares, Schwenk and Bengio, 2014;

Pennington, Socher and Manning, 2014), with the help of deep learning, a

subset of machine learning that features deep neural network models capable

of tackling complex unstructured data such as texts and images. Specifi-

cally, revolutionary breakthroughs have been achieved recently by the novel

transformer-based language models Vaswani, Shazeer, Parmar, Uszkoreit,

Jones, Gomez, Kaiser and Polosukhin (2017) such as GPT (Generative Pre-

trained Transformer) (Radford, Narasimhan, Salimans and Sutskever, 2018;

Brown, Mann, Ryder, Subbiah, Kaplan, Dhariwal, Neelakantan, Shyam, Sas-

try and Askell, 2020) and BERT (Bidirectional Encoder Representations from

Transformers) (Devlin, Chang, Lee and Toutanova, 2019), which successfully

bring the model performance on many NLP tasks to the human level. Those

transformer models are gigantic in size, often have hundreds of millions of

parameters. A such model is first pretrained on large unlabeled text datasets

like the whole Wikipedia corpus, so that it can encode abundant linguistic

knowledge. Then it only requires a small amount of labeled data to be fine-

tuned on specific tasks such as sentiment analysis, due to its ability to transfer

the knowledge it has learned from the unlabeled corpus to the downstream
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tasks. Incentivized by the breakthroughs in the NLP, some researchers begin

to explore those cutting-edge models for its application in finance. (Araci,

2019; Yang, Uy and Huang, 2020) both show that by pretraining the BERT

model on finance specific corpora and then fine-tuning it on sentiment anal-

ysis, the model can achieve state-of-the-art performance for various financial

sentiment analysis datasets.

In this paper, we develop our own transformer model named “FinRoBERTa”

to compute the financial sentiment measurement on the social media post-

ings associated with bitcoin. The backbone architecture of the FinRoBERTa

is the cutting-edge RoBERTa (Robustly optimized BERT approach) model

(Liu, Ott, Goyal, Du, Joshi, Chen, Levy, Lewis, Zettlemoyer and Stoyanov,

2019), an improved derivative of the BERT model. We pretrain the model

on finance domain corpora and fine-tune it on financial sentiment data. Our

model achieves state-of-the-art performance for financial sentiment analysis

on the test set.

3.2 FinRoBERTa Financial Sentiment Model

Model Pretraining

The purpose of pretraining a language model is to leverage large text corpora

as self-labeled data to teach the model language knowledge. The RoBERTa

model that we adopt in this paper uses the Masked Language Model (MLM)

technique in which we randomly mask some of the words from the input

text, and let the model try to predict the masked word based on its context
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(Devlin et al., 2019).

The original base version of the RoBERTa model has 12 layers of the

transformer neural network modules, comprising 110 million parameters. It’s

pretrained on 160GB of general English-language corpora including books,

news, online texts, etc., and takes days with over a thousand Nvidia V100-

32GB GPUs, a massive amount of computing resources (Liu et al., 2019).

Through pretraining, the model learns rich general language knowledge.

However, the word distribution of financial corpora can be quite distinct

from that of the general corpora because the financial domain uses a lot of

its own techincal jargon. Researchers in different specialized domains have

reported that a transformer model pretrained on domain corpora can out-

perform the generic model on domain-specific tasks (Huang, Altosaar and

Ranganath, 2019; Lee, Yoon, Kim, Kim, Kim, So and Kang, 2020). In this

regard, we pretrain the FinRoBERTa model from scratch on a 2.6GB English

corpora of 2.5 million financial news collected from Factiva database. To re-

duce the computational needs, we adopt a smaller version of the RoBERTa

model architecture with 6 transformer layers totaling 57M parameters, and

decrease the vocabulary size from the original 50K to 30K.

The model was implemented using the Huggingface Transformers python

library (Wolf, Chaumond, Debut, Sanh, Delangue, Moi, Cistac, Funtowicz,

Davison and Shleifer). We pretrain the model for 4 epochs (cycles over the

whole dataset) on a server equipped with 4 Nvidia V100-16GB GPUs.4 The
4The computing resource is supported by Calcul Québec (www.calculquebec.ca) and
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pretraining took around 80 hours.

After pretrained on the financial corpora, the FinRoBERTa model can

demonstrate a grasp of financial language knowledge when fulfilling the MLM

task, as shown in the example in Table 1.

[ Insert Table 1 here ]

It is also worth noticing that the vocabulary the model learns from the

financial corpora features many common financial technical terms that are

not captured by the generic RoBERTa vocabulary, such as “IPO”, “EPS”,

“ROE”, “EBITDA”, “GAAP”, “CFA”, “WSJ”, etc. This added awareness

of finance terminology would almost certainly contribute to its superior per-

formance on finance specific tasks.

Model Fine-tuning

Fine-tuning is the process of further training the pretrained model on the

labeled data of a target task such as sentiment analysis, so that the model

learns to solve the specific task. Since the pretrained language model has

already encoded abundant language knowledge, it can solve the end task

much better given a limited amount of labeled training data, compared to

traditional machine learning models that are trained merely on those labeled

data.

The fine-tuning is performed with the financial phrase bank (FPB) of

(Malo, Sinha, Korhonen, Wallenius and Takala, 2014). It contains around

Compute Canada (www.computecanada.ca).
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5,000 sentences randomly selected from financial news. Each sentence is

manually labeled with the financial sentiment as either negative, neutral, or

positive, independently by 5 to 8 annotators with adequate background in

finance and business. The data is divided into 4 subsets that each contain

sentences meeting a certain agreement level, i.e., the percentage of annota-

tors agreeing on the same label for a sentence, namely 100%, >75%, >66%

and >50%. Crucially, the financial sentiment here is different from ordinary

sentiment: it’s defined as the potential impact of a new information on future

financial events from an investor’s point of view.

We follow the same fine-tuning method as in the RoBERTa and BERT

papers, by appending a 2-layer neural network for classification to the Fin-

RoBERTa model, that takes the sentence embedding from the transformer

layers as input and outputs the predicted probabilities for the 3 sentiment

classes: Negative, Neutral, and Positive. The training criteria is the cross-

entropy loss which measures the divergence of the predicted class probabil-

ities from the true class. The loss of each class is adjusted by a weight of

1/
√

% of the class in the data to alleviate the class imbalance issue.

Considering that a sentence without a clear majority agreement by people

should be very vague in its sentiment, it’s hard to justify using it as golden

standard for the model. So, we chose to fine-tune our model only on the FPB

subdatasets with 100%, >75%, and >66% agreement separately (FPB-100,

FPB-75, FPB-66). We split each data into 3 sets: 60% for training, 20% for

validation, and 20% for test.
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The test results on the different datasets are shown in table 2. The

performance is in par with the state-of-the-art performance by similar finance

specific transformer models of even larger size (Araci, 2019; Yang et al., 2020),

and exceeds the traditional dictionary approach (Loughran and McDonald,

2011) and classical machine learning approach (Malo et al., 2014) by a large

margin.

[ Insert Table 2 here ]

3.3 Sentiment Measurement on Bitcoin Social Media

Postings

We apply the fine-tuned FinRoBERTa model to measure the financial sen-

timent of the social media postings described in the last section. In view of

the tradeoff between label quality and data quantity, we choose to use the

model fine-tuned on the FPB-75 dataset. We first clean the texts to get rid

of the noises such as web address. Then we input each text to the fine-tuned

FinRoBERTa model to predict its financial sentiment. The output sentiment

score is between -1 and +1, calculated as the predicted probability of being

positive minus that of being negative, so that a more negative (positive) score

means more negative (positive) sentiment. A score of 0 is interpreted as neu-

tral since it has an equal probability of being positive as being negative. The

measured financial sentiment distributions of postings from different social

media platforms are shown in table 4.
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To further validate our measurement, we manually compare our financial

sentiment against the general sentiment. We apply TextBlob5, a popular

NLP library for general sentiment analysis, on our data. By manually ex-

amining the sample results, we confirm that our financial sentiment captures

well a text’s financial implication from an investor’s perspective, whereas the

general sentiment often fails badly. Table 3 shows 5 representative examples

that contrasting the two sentiments.

[ Insert Table 3 here ]

4 Empirical Results

4.1 Summary Statistics

Table 4 presents the summary statistics for the variables used in our study.

Panel A shows the key statistics of bitcoin daily returns, volumes (in mil-

lion of bitcoins), sentiment, number of postings, and disagreement. For

sentiment-related variables, we present the statistics for the three social me-

dia sources (i.e., Twitter, Reddit, and StockTwits). Bitcoin has a daily aver-

age return of 0.07% with a skewness of -1.48 and kurtosis of 21.08, suggesting

an overall increase during the analyzed period but accompanied by more neg-

ative observations and a relatively large number of extreme values. Figure 1

plots daily realized variance and kurtosis from January 2018 to January 2021.
5https://textblob.readthedocs.io/en/dev/
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The realized vairance and kurtosis were at their peak in March 2020. The

corresponding trading volume during this period has a mean 18.62 million

with a standard deviation of 13.80 m which implies that 68% of observations

fall into the large interval between 4.82 and 32.42 billion dollars. The average

sentiment for each of the three social media is all slightly positive (0.04 for

Twitter, 0.02 for Reddit, and 0.03 for StockTwits) during the sample period,

in line with an overall positive sentiment during the sample period. The

number of postings, a proxy for attention, varies with social media. Twitter,

the largest social media in the world, has a mean of 19.45 thousand bitcoin-

related postings per day. Reddit (Finance subreddit) and StockTwits are

more financially oriented social media and contain, on average, 4.1 and 1.0

thousand postings per day, respectively. Another sentiment-related measure,

disagreement, is around 0.27 and remains stable among three social media.

[ Insert Table 4 here ]

Table 5 presents the correlation matrix for bitcoin returns, sentiments and

orthogonal sentiments. The orthogonal sentiments are the residuals from the

regression of sentiments on lagged bitcoin returns. On average, the correla-

tions between return and the three social media are around 0.45. The results

remain quite similar for orthogonal sentiment.

[ Insert Table 5 here ]
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4.2 The Impact of Social Media on Bitcoin Volume and

Return

We first look at how social media affects bitcoin daily trading dynamics such

as returns and volume. We estimate the following VAR model with daily

bitcoin returns and various social media measures (sentiment, attention and

disagreement).

xd = cx +
5∑

τ=1

αx,τxd−τ +
5∑

τ=1

αy,τyd−τ + εr,d, (4.1)

yd = cy +
5∑

τ=1

βx,τxd−τ +
5∑

τ=1

βy,τyd−τ + εx,d, (4.2)

where xd and yd are variables of interest on day d, which include bitcoin daily

returns (Retd), bitcoin daily trading volume (V old), social media sentiment

(i.e., Twitter SentTd , Reddit SentRd , or Stocktwits SentSd ), social media at-

tention (Nbd), and disagreement (Disd). The results are reported in Table 6.

Coefficients of the sentiment of day t− 1 on returns on day t are statistically

significant and positive for all three social media sources, suggesting that a

higher social media sentiment on a given day can lead to a positive bitcoin

return the next day. The opposite causality, i.e. a positive bitcoin return on

day t-1 also leads to a higher social media sentiment on day t given that the

coefficients of bitcoin returns are also statistically significant and positive.

However, this Granger causal relationship of bitcoin returns on sentiment is

smaller than that of social media sentiment on bitcoin returns.
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[ Insert Table 6 here ]

We further apply the VAR model to daily bitcoin trading volume and

the three social media measures. The results show that a positive sentiment

on bitcoin can lead to an increase in bitcoin trading volume. However, we

can conclude that the opposite is true in a statistically significant way for

Twitter only. Combined with the results of bitcoin returns and sentiment,

we conclude that a positive sentiment results in a stronger buy intention and

then leads to higher returns. The results further indicate that attention,

measured by the number of postings, has a time-varying impact on trading

volume. Specifically, more attention in social media can lead to an increase in

trading volume next day. However, this increase will be offset by a decrease

in trading volume in two days.

Finally, social media disagreement has a significant net negative impact

on bitcoin trading volume. The intuition is that when there is more difference

in opinion, investors tend to trade less the cryptocurrency. On the other

hand, a higher trading volume can lead to different levels of disagreement

across the three social media: more disagreement for Twitter, and less for

Reddit and StockTwits. Recall that the profiles of Twitter users are more

general than those of Reddit and StockTwits. Our results suggest that the

opinion divergence is more persistent in Twitter than that in Reddit and

StockTwits which contains more financially oriented users.
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4.3 Determinants of Bitcoin Price Volatility and Higher

Moments

We now turn our attention to the impact of social media on bitcoin price

volatility, skewness and kurtosis. We consider the following OLS model:

MoMd = β0 + β1 ×MoMd−1 + β2 × SocMed−1 + β3 ×Retd−1 + εd, (4.3)

RVd =
n∑

i=1

r2i,d, (4.4)

skewd =

∑n
i=1 r

3
i,d

(n− 1)× σ3
d

, (4.5)

kurtd =
n(n+ 1)

(n− 1)(n− 2)(n− 3)

∑N
1 r4i,d
σ4
d

, (4.6)

where MoMd stands for bitcoin daily realised variance (RVd), skewness (skewd),

or kurtosis (kurtd) on day d, all three defined as the median over the 9 most

active bitcoin exchanges.6 SocMed corresponds to the social media related

variables (i.e., sentiment, attention, and disagreement) and Retd−1 is the

lagged bitcoin daily return. ri,d is the i-th 5-min bitcoin return on day d and

n = 288 is the number of 5-min interval during the day.

Table 7 shows that without lagged returns as control variable, sentiment

has a significant negative impact on realized volatility. However, when con-

trolling with lagged returns, the sentiment no longer has a significant impact

on bitcoin future price volatility. In this case, lagged return has a significant
6These exchanges are Bibox, BeQuant, BitForex, Bit-Z, Binance, EXX, Huobi, OkEX,

and ZB.
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negative impact, providing evidence on the phenomenon known as the lever-

age effect in asset pricing literature (Bollerslev et al. (2006), Carr and Wu

(2017), and among others).

[ Insert Table 7 here ]

Table 8 provides evidence that sentiment has little or no impact on daily

return skewness but a significant impact on daily kurtosis. Given that senti-

ment has a significant positive impact on bitcoin returns, the result implies

that positive sentiment is likely to cause more extreme bitcoin returns.

[ Insert Table 8 here ]

By putting all three social media variables together, Table 9 confirms that

sentiment does not affect future volatility, but attention and disagreement

do. Regarding the intraday bitcoin return skewness, only the coefficients of

sentiment and attention from StockTwits are positively significant. Further,

disagreement of Twitter and Reddit have a positive significant impact on

bitcoin return skewness, suggesting that when there is a divergence in social

media sentiments, it is more likely to observe more positive intraday bitcoin

returns. Finally, the bitcoin intraday returns’ kurtosis is related to sentiment

and disagreement, but not the attention. More specifically, a more positive

(negative) sentiment from Twitter and Stocktwits result in an increase in

probability of extreme positive (negative) returns. Also, our results suggest

that disagreement from Twitter and Reddit is also important factor to drive

more extreme observations.
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[ Insert Table 9 here ]

Table 10 shows that it is not the lagged sentiment, but contemporaneous

sentiment, that affects bitcoin price volatility. Our results show that the

coefficient of sentiment variation (∆St = St − St−1) at day t has a signifi-

cant negative impact on volatility at the same day, suggesting that a rise in

positive sentiment can reduce bitcoin price volatility during the same day,

even when the lagged returns variable is included as a control. The results in

Table 10 also confirm the positive relation between sentiment variation and

bitcoin intraday returns’ skewness.

[ Insert Table 10 here ]

5 Robustness check

5.1 VAR Model with Additional Control Variables

In Table 11, we revisit the previous VAR models with common financial

indices as controlled variables:

xd = cx +
5∑

τ=1

αx,τxd−τ +
5∑

τ=1

αy,τyd−τ +
5∑

τ=1

αz,τzd−τ + εr,d, (5.1)

yd = cy +
5∑

τ=1

βx,τxd−τ +
5∑

τ=1

βy,τyd−τ +
5∑

τ=1

βz,τzd−τ + εx,d, (5.2)
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where zd is control variable for VAR model and xd and yd have the same

definition as in equations 4.1 and 4.2.

We used the following controlled variables in the above regressions: MSCI

World Index, US dollar index (DXY), gold prices, Invesco DB Commodity

Index, Dow Jones Commodity Index (DJCI), crude oil prices, SPDR S&P 500

ETF, VIX volatility index and Yield of U.S. 10-year treasury note (TNXT).

Table 11 confirms the results of the relationship between return, volume, and

social media related variables. Only statistically significant (and positive)

control variables are presented : DXY, DJCI and TNXT. Specifically, the

results show that 1) a higher social media sentiment can lead to a positive

bitcoin return next day, 2) a positive sentiment on bitcoin can lead to an

increase in bitcoin trading volume, however, the opposite is not true, 3) more

attention in social media can lead to an increase in trading volume next day,

however, this increase will be offset by a decrease in trading volume in two

days, 4) social media disagreement has a significant net negative impact on

bitcoin trading volume.

[ Insert Table 11 here ]

5.2 Principal Components of Social Media-related Vari-

ables

MoMd = β0 + β1 ×MoMd−1 + β2 × PCSocMe
d−1 + β3 × Ctrold−1 + εd, (5.3)
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where PCSocMe
d relates to the principal components of the corresponding

social media related variables. MoMd, SocMed, and Ctrold have the same

definitions as in equation 4.3

Using principal components to capture information embedded in three

social media- related variables, Table 12 indicates that lagged social media

sentiment do not have impact on bitcoin price volatility, however, social

media attention does have.

[ Insert Table 12 here ]

6 Conclusion

Using a state-of-the-art NLP sentiment model and social media posts/tweets

related to bitcoin from Twitter, Reddit, and Stocktwits, we investigate the

relations and causality effects of social media sentiment, attention and dis-

agreement, on bitcoin trading activity, returns, volatility and higher mo-

ments. First, we provide evidence of a reciprocal causality effect between

higher social media sentiment and positive bitcoin returns, leading to a com-

plex interplay between these two quantities. Furthermore, we showe that

positive bitcoin sentiment and increased attention (proxied by the number

of posts/tweets) lead to an increase in trading volume in subsequent days.

The relation between volatility and sentiment is more subtle. We do not

find any evidence that sentiment directly affects volatility, although it af-

fects daily returns kurtosis. On the other hand, we provide evidence that
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positive changes in social media sentiment lead to a decrease in daily real-

ized volatility, and an increase in daily returns skewness. We further showe

that higher social media attention and disagreement increase bitcoin price

volatility. Overall, these findings are consistent among the three social me-

dia sources we used, although the magnitude of the impact from different

social media varies.
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Masked Input Text “Dow [mask] 900 points for worst day of
year amid fears of new Covid variant.”

Original word masked “fell”
Top 5 predicted words “fell” “falls” “loses” “rose” “shed”
Predicted probability 0.30 0.05 0.04 0.04 0.03

Table 1: Example of the pretrained FinRoBERTa model performing the
MLM task. The model is asked to predict the masked word given the rest of
the input text.
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Dataset
Model FinRoBERTa RoBERTa Base

FPB-100 0.9602 0.7604
FPB-75 0.9267 0.7313
FPB-66 0.8848 0.6745

Table 2: The test accuracy of the FinRoBERTa model and the generic
RoBERTa Base model on FPB dataset with different agreement levels. The
lower the agreement level of the data is, the harder it is for any model to
achieve high accuracy, because the sentiment in sentences with a lower agree-
ment level are less clear even to an expert.

Text Financial General
“If I use bitcoin as a store of value, transaction vol-
ume is not a very interesting metric for me. That
being said, bitcoin transaction volume has been in-
creasing when measured in terms of the goods and
services that can be purchased with it.”

0.943 -0.192

“Why a Top Analyst Thinks Bitcoin Price Could
Fall By 20% Before Bottoming”

-0.890 0.500

“ that’s why I’m here asking what the best
route is to buy a bitcoin”

-0.004 1.000

“Good entry point or y’all waiting? No Moon boys
please. I’m expecting Bitcoin to correct down to
10k so OMG should drop down to $10ish as well.
Thoughts?”

-0.957 0.130

“And yet Bitcoin is slowly clawing back market
dominance”

0.976 -0.150

Table 3: Examples of financial sentiment vs. general sentiment predicted on
social media posts about bitcoin. Financial sentiments are measured using
finetuned FinRoBERTa model, while general sentiment using TextBlob.
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Bitcoin Sentiment Number Disagreement
Ret Vol Twitter Reddit StockTwits Twitter Reddit StockTwits Twitter Reddit StockTwits

Min -0.46 2.92 -0.09 -0.06 -0.04 2.43 0 0.20 0.21 0 0.23
Max 0.17 74.16 0.16 0.23 0.10 69.73 16.08 8.68 0.39 0.46 0.39
Mean 0.0007 18.62 0.04 0.02 0.03 19.45 4.10 0.99 0.28 0.26 0.29
Std 0.04 13.80 0.02 0.02 0.02 9.06 1.67 0.86 0.03 0.03 0.02
Skewness -1.48 0.95 -0.43 1.01 -0.09 1.81 2.45 3.74 0.47 -0.39 0.26
Kurtosis 21.08 3.39 5.52 15.10 2.74 7.21 12.16 23.94 3.66 14.24 3.35

Table 4: Descriptive statistics. Volume is in millions, number of posts is in thousands.
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Returns Twitter Reddit StockTwits Twitter Orth Reddit Orth

Twitter 0.4415
Reddit 0.5497 0.8617
StockTwits 0.3247 0.7663 0.6704
Twitter Orth 0.3751 0.6222 0.7221 0.9284
Reddit Orth 0.4178 0.6395 0.5720 0.5130 0.4369
StockTwits Orth 0.4555 0.5148 0.5975 0.4237 0.4564 0.9573

Table 5: Correlation Matrix for Bitcoin Returns, Sentiments and Orthogonal sentiments.
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Twitter
Vars X,Y Y−1 Y−2 X−1 X−2

Ret, Sent 0.25*** (3.08) -0.089* (-1.36) 0.20*** (11.61) -0.009 (-0.52)
Ret, Nb -0.0031 (-0.18) 0.0049 (0.28) -0.12*** (-2.35) 0.086* (1.64)
Ret, Dis 0.069 (1.24) 0.019 (0.34) -0.033** (-2.00) 0.0043 (0.26)
Ret, Vol -0.0046 (-0.26) 0.014 (0.77) 0.037 (0.71) 0.077* (1.50)
Vol, Nb 0.11*** (3.55) -0.15*** (-4.96) -0.0002 (-0.01) -0.008 (-0.25)
Vol, Sent 0.22** (2.10) -0.016 (-0.15) 0.013* (1.58) -0.0075 (-0.89)
Vol, Dis -0.063 (-0.62) -0.23** (-2.31) 0.04*** (3.96) -0.025*** (-2.47)

Reddit
Vars X,Y Y−1 Y−2 X−1 X−2

Ret, Sent 0.1305** (1.72) 0.0041 (0.06) 0.1344*** (9.76) 0.0118 (0.84)
Ret, Nb -0.0338* (-1.55) 0.0147 (0.68) -0.0962** (-2.31) 0.057* (1.37)
Ret, Dis 0.0351 (0.71) 0.0033 (0.07) -0.0386** (-2.09) -0.0179 (-0.97)
Ret, Vol -0.0046 (-0.26) 0.0135 (0.77) 0.0366 (0.71) 0.0770* (1.50)
Vol, Nb 0.0804** (2.11) -0.1490*** (-3.92) 0.0279 (1.12) -0.0475** (-1.90)
Vol, Sent 0.2962*** (2.57) -0.0583 (-0.50) 0.0064 (0.84) -0.0039 (-0.50)
Vol, Dis 0.0074 (0.09) -0.1904** (-2.25) 0.0375*** (3.45) -0.0403*** (-3.70)

StockTwits
Vars X,Y Y−1 Y−2 X−1 X−2

Ret, Sent 0.1947*** (2.86) -0.0782 (-1.22) 0.0769*** (4.60) 0.0026 (0.16)
Ret, Nb -0.0250* (-1.51) 0.0379** (2.27) -0.0820* (-1.50) 0.1161** (2.12)
Ret, Dis 0.0113 (0.20) -0.0481 (-0.86) 0.0064 (0.39) 0.0047 (0.28)
Ret, Vol -0.0046 (-0.26) 0.0135 (0.77) 0.0366 (0.71) 0.0770* (1.50)
Vol, Nb 0.1462*** (4.46) -0.2440*** (-7.59) -0.1734*** (-4.60) 0.1774*** (4.70)
Vol, Sent 0.086 (0.84) 0.0207 (0.20) 0.0074 (0.87) -0.009 (-1.04)
Vol, Dis -0.1833** (-1.94) 0.1499* (1.59) 0.0174** (1.84) -0.0262*** (-2.78)

Table 6: VAR Model with two lags. Coefficients Y−1, Y−2 are the loadings in
the equation for X, and coefficients X−1, X−2 are the loadings for Y .
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Const RVt−1 Rett−1 SentTt−1 SentRt−1 SentSt−1

0.0015*** 0.4943*** -0.0131***
(5.62) (18.24) (-2.60)
0.0012*** 0.4962*** -0.0152**
(6.46) (18.36) (-2.47)
0.0015*** 0.4921*** -0.0191***
(6.87) (18.50) (-3.56)
0.0007** 0.4873*** -0.0283*** 0.0066
(2.48) (18.59) (-8.76) (1.22)
0.0009*** 0.4799*** -0.0268*** 0.0008
(5.09) (18.31) (-8.71) (0.13)
0.0010*** 0.4786*** -0.0266*** -0.0005
(4.34) (18.50) (-8.30) (-0.08)

Table 7: OLS Regression of realised variance of bitcoin intraday returns.
RV is the median of daily realised variance over 9 most active exchanges.
Independent variables are the lagged RV, bitcoin returns, and sentiment over
the 3 social media sources.
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Const MoMt−1 Rett−1 SentTt−1 SentRt−1 SentSt−1

0.0000*** -0.2264*** -0.0009***
(4.99) (-7.74) (-5.35)
0.0000*** -0.2256*** -0.0008***
(3.35) (-7.65) (-4.00)
0.0000** -0.2159*** -0.0005***
(2.56) (-7.32) (-2.64)
0.0000 -0.1460*** -0.0011*** -0.0001
(0.69) (-4.99) (-9.77) (-0.31)
0.0000 -0.1452*** -0.0011*** -0.0000
(0.76) (-4.98) (-10.43) (-0.20)
-0.0000 -0.1357*** -0.0012*** 0.0004**
(-1.45) (-4.70) (-11.16) (2.32)

0.0000*** 0.2334*** -0.0001***
(3.27) (7.90) (-2.90)
0.0000** 0.2381*** -0.0001*
(2.38) (8.03) (-1.85)
0.0000*** 0.2393*** -0.0001***
(3.02) (8.15) (-2.63)
-0.0000 0.2475*** -0.0002*** 0.0001**
(-1.36) (8.88) (-11.81) (2.46)
-0.0000 0.2454*** -0.0002*** 0.0001**
(-0.24) (8.80) (-11.95) (2.01)
-0.0000 0.2428*** -0.0002*** 0.0001**
(-1.02) (8.78) (-11.87) (2.41)

Table 8: OLS Regression of higher moments. In top panel, the dependent
variable MoM is the daily realised skewness. In bottom panel, MoM is daily
realised kurtosis. In both cases, a median is taken over the 9 most active
bitcoin exchanges. Independent variables are the lagged values of skewness
or kurtosis, bitcoin returns, and sentiment over the 3 social media sources.
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Const MoMt−1 Rett−1 SentTt−1 NbTt−1 DisTt−1

MoM = RVt -0.0037*** 0.4063*** -0.0297*** 0.0048 0.0751*** 0.0110**
(-2.71) (13.53) (-9.29) (0.88) (5.57) (2.25)

MoM = Skewt -0.0001*** -0.1566*** -0.0011*** -0.0001 0.0007 0.0004***
(-3.04) (-5.34) (-9.76) (-0.50) (1.63) (2.85)

MoM = Kurtt -0.0000** 0.2368*** -0.0002*** 0.0001** 0.0001 0.0001*
(-2.31) (8.38) (-11.85) (2.29) (1.14) (1.82)
Const MoMt−1 Rett−1 SentRt−1 NbRt−1 DisRt−1

MoM = RVt -0.0041*** 0.3800*** -0.0271*** -0.0004 0.5220*** 0.0120***
(-3.51) (13.03) (-9.02) (-0.06) (6.96) (2.65)

MoM = Skewt -0.0001*** -0.1556*** -0.0011*** -0.0002 0.0011 0.0005***
(-3.04) (-5.32) (-10.15) (-0.85) (0.45) (3.08)

MoM = Kurtt -0.0000** 0.2357*** -0.0002*** 0.0001 0.0001 0.0001**
(-2.12) (8.35) (-11.80) (1.43) (0.19) (2.06)
Const MoMt−1 Rett−1 SentSt−1 NbSt−1 DisSt−1

MoM = RVt -0.0001 0.3838*** -0.0291*** 0.0032 0.9857*** 0.0005
(-0.05) (12.89) (-9.02) (0.55) (6.08) (0.09)

MoM = Skewt 0.0001 -0.1351*** -0.0013*** 0.0006*** 0.0116** -0.0003
(1.00) (-4.69) (-11.46) (3.07) (2.47) (-1.52)

MoM = Kurtt 0.0000 0.2367*** -0.0002*** 0.0001*** 0.0014 -0.0001
(1.18) (8.51) (-12.09) (2.98) (1.60) (-1.55)

Table 9: OLS Regression of daily realised variance, skewness and kurtosis
of bitcoin intraday returns. Independent variables are the lagged values of
X, lagged bitcoin returns, lagged sentiment, lagged disagreement and lagged
number of tweets/post (in millions), taking on social media post at a time.
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Const MoMt−1 Rett−1 ∆SentTt−1 ∆SentTt

MoM = RVt 0.0009*** 0.4946*** -0.0257*** 0.0026 -0.0282***
(7.59) (19.62) (-7.83) (0.41) (-5.00)

MoM = Skewt 0.0000 -0.1508*** -0.0013*** 0.0006*** 0.0009***
(0.96) (-5.30) (-11.65) (2.94) (4.58)

MoM = Kurtt 0.0000* 0.2391*** -0.0002*** 0.0001 -0.0000
(1.83) (8.64) (-11.17) (1.52) (-0.53)
Const MoMt−1 Rett−1 ∆SentRt−1 ∆SentRt

MoM = RVt 0.0009*** 0.4852*** -0.0272*** 0.0080 -0.0187***
(7.70) (19.24) (-8.84) (1.26) (-3.04)

MoM = Skewt 0.0000 -0.1433*** -0.0012*** 0.0004* 0.0003
(0.92) (-4.99) (-11.27) (1.77) (1.49)

MoM = Kurtt 0.0000* 0.2414*** -0.0002*** 0.0001* -0.0000
(1.82) (8.75) (-11.80) (1.75) (-1.20)
Const MoMt−1 Rett−1 ∆SentSt−1 ∆SentSt

MoM = RVt 0.0010*** 0.4833*** -0.0288*** 0.0041 -0.0187***
(7.73) (19.15) (-9.19) (0.71) (-3.45)

MoM = Skewt 0.0000 -0.1413*** -0.0013*** 0.0010*** 0.0004**
(0.95) (-4.98) (-12.26) (5.03) (2.11)

MoM = Kurtt 0.0000* 0.2352*** -0.0002*** 0.0001*** -0.0000
(1.86) (8.56) (-12.44) (3.20) (-0.22)

Table 10: OLS Regression of daily realised skewness and kurtosis of bitcoin
intraday returns. Independent variables are the lagged values of skewness
or kurtosis, lagged bitcoin returns, and variations in sentiment defined as
∆Sentt = Sentt − Sentt−1.
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Twitter
Vars X,Y Y−1 Y−2 X−1 X−2 DXY DJCI TNXT

Ret, Sent 0.248*** (2.68) -0.145** (-1.90) 0.196*** (8.66) 0.022 (1.03) ** *
Ret, Nb 0.0057 (0.24) -0.0074 (-0.32) -0.11** (-1.79) 0.10** (1.76) * ** *
Ret, Dis 0.054 (0.69) 0.076 (0.97) -0.0086 (-0.48) -0.022* (-1.31) ** *
Ret, Vol -0.0014 (-0.06) 0.016 (0.73) 0.044 (0.69) 0.049 (0.83) * ** *
Vol, Nb 0.13*** (3.28) -0.16*** (-4.09) -0.03 (-0.82) 0.027 (0.73)
Vol, Sent 0.27** (2.33) -0.0079 (-0.07) 0.015* (1.31) -0.008 (-0.72)
Vol, Dis 0.024 (0.18) -0.23** (-1.74) 0.028*** (2.57) -0.018** (-1.70) *

Reddit
Vars X,Y Y−1 Y−2 X−1 X−2 DXY DJCI TNXT

Ret, Sent 0.095 (1.04) -0.08 (-1.01) 0.14*** (7.81) 0.022 (1.28) * ** *
Ret, Nb -0.04* (-1.40) 0.015 (0.51) -0.089** (-1.85) 0.0085 (0.19) * **
Ret, Dis 0.045 (0.70) -0.018 (-0.28) -0.0021 (-0.09) -0.023 (-1.08) * ** *
Ret, Vol -0.0014 (-0.06) 0.016 (0.73) 0.044 (0.69) 0.049 (0.83) * ** *
Vol, Nb 0.02 (0.43) -0.075* (-1.61) 0.016 (0.58) -0.029 (-1.02)
Vol, Sent 0.28** (2.13) 0.057 (0.44) -0.002 (-0.20) 0.0048 (0.48)
Vol, Dis 0.086 (0.83) -0.16* (-1.52) 0.02* (1.58) -0.02* (-1.58)

StockTwits
Vars X,Y Y−1 Y−2 X−1 X−2 DXY DJCI TNXT

Ret, Sent 0.25*** (2.74) -0.11* (-1.39) 0.084*** (4.04) 0.033** (1.66) ** *
Ret, Nb -0.051*** (-2.41) 0.054*** (2.53) -0.066 (-0.97) 0.034 (0.53) ** *
Ret, Dis -0.022 (-0.29) -0.063 (-0.84) 0.02 (1.08) -0.0054 (-0.30) * ** *
Ret, Vol -0.0014 (-0.06) 0.016 (0.73) 0.044 (0.69) 0.049 (0.83) * ** *
Vol, Nb 0.13*** (3.34) -0.22*** (-5.69) -0.14*** (-3.14) 0.14*** (3.07) **
Vol, Sent 0.24** (1.88) 0.0036 (0.03) 0.0001 (0.011) 0.00 (0.00)
Vol, Dis -0.10 (-0.85) 0.16* (1.34) -0.0009 (-0.08) -0.0043 (-0.39)

Table 11: VAR Model with two lags with financial control variables. Coefficients Y−1, Y−2 are the loadings
in the equation for X, and coefficients X−1, X−2 are the loadings for Y . Only the statistical significance
of financial variables are reported in the case of the equation for X. Other control variables were not
statistically significant.
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Const MoMt−1 Rett−1 SentC1
t−1 SentC2

t−1 SentC3
t−1

MoM = RVt 0.0010*** 0.4831*** -0.0279*** 0.0026 -0.0047 -0.0176
(7.67) (18.29) (-8.45) (0.65) (-0.63) (-1.58)

MoM = Skewt 0.0000 -0.1445*** -0.0012*** 0.0001 0.0007*** 0.0003
(0.92) (-4.95) (-10.19) (0.70) (2.77) (0.94)

MoM = Kurtt 0.0000* 0.2481*** -0.0002*** 0.0001*** 0.0000 -0.0000
(1.82) (8.88) (-11.81) (2.75) (0.48) (-0.16)
Const MoMt−1 Rett−1 DisC1

t−1 DisC2
t−1 DisC3

t−1

MoM = RVt 0.0010*** 0.4483*** -0.0283*** 0.0099*** -0.0111** -0.0002
(8.16) (16.44) (-9.49) (2.71) (-2.13) (-0.02)

MoM = Skewt 0.0000 -0.1515*** -0.0011*** 0.0004*** -0.0004** 0.0000
(0.92) (-5.29) (-11.52) (3.21) (-2.26) (0.02)

MoM = Kurtt 0.0000* 0.2233*** -0.0002*** 0.0001*** -0.0001** -0.0000
(1.85) (8.01) (-12.18) (2.59) (-1.97) (-0.23)
Const MoMt−1 Rett−1 NbC1

t−1 NbC2
t−1 NbC3

t−1

MoM = RVt 0.0012*** 0.3626*** -0.0278*** 0.0863*** 0.4900*** 0.4307**
(9.46) (12.31) (-9.63) (6.42) (4.80) (2.31)

MoM = Skewt 0.0000 -0.1478*** -0.0011*** 0.0009** -0.0023 0.0123**
(0.92) (-5.16) (-11.33) (2.08) (-0.70) (2.03)

MoM = Kurtt 0.0000* 0.2291*** -0.0002*** 0.0001 -0.0005 0.0019*
(1.84) (8.21) (-12.03) (1.10) (-0.82) (1.70)

Table 12: OLS Regression of daily realised variance, skewness and kurtosis
of bitcoin intraday returns. Independent variables are the lagged values of
X, lagged bitcoin returns, lagged principal components of sentiment.
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Figure 1: This figure plots daily realized variance and kurtosis, which are
estimated from intraday 5-minute bitcoin returns.
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H2X 3X2. E-mail addresses: jiang.haibo@uqam (H.Jiang), zhou.xiaozhou@uqam.ca
(X.Zhou).



1 Introduction

Financial markets innately feature an information asymmetry in which some

traders possess superior private information. Theoretically, given the price

impact of their trades, informed traders maximize their profits by spreading

their trades over time (Kyle (1985)). Empirically, Barclay et al. (1993) find

that cumulative stock-price change is due to medium-sized, rather than large,

trades. These authors are the first to propose the well-known stealth-trading

hypothesis that informed traders concentrate their trades in certain incon-

spicuous trade types in order to disguise their trading intention. Thereafter,

a large body of empirical literature attempts to identify trade types with

various other dimensions. Chakravarty (2001) classifies trades by their ini-

tiators (i.e., individual or institutional traders) and posits that institutions

are informed traders. Further, Alexander and Peterson (2007) demonstrate

that medium-sized rounded trades (i.e., trade sizes of multiples of 10, 50 or

100) are more informative about future prices than unrounded ones. Us-

ing intraday data, Garvey and Wu (2014) confirm that informed traders are

more likely to submit rounded trades. However, recently, Collin-Dufresne

and Fos (2015) show that the standard measures of adverse selection may

fail to identify the presence of informed trading.

Moreover, the theoretical model proposed by Grossman and Stiglitz (1980)

shows that prices cannot perfectly reflect the available information when ob-

taining information is costly, because if that were the case, traders who spent
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resources gathering information would not be rewarded, leading to the im-

possibility of an informationally efficient market. This is also known as the

Grossman-Stiglitz Paradox. Given the actual complex trading landscape and

disability of traditional statistic models in big data analysis, our study at-

tempts to 1) apply machine learning algorithms to forecast intraday bitcoin

return with information embedded in trades and limit order book, and 2)

examine statistically if such information has economic value.

We posit that machine learning methods have great potential for pat-

tern discovery and trend prediction in big data context of cryptocurrency

trading. Machine learning can easily handle big data, semi-structured and

unstructured data. In addition, machine learning algorithms do not assume

that data have normal distributions but rather capture the underlying data

distributions through interactively adapting parameters. More importantly,

neural network-based models are considered as non-parametric, being suit-

able for modeling cyptocurrency trading that has been super volatile and

rapidly evolving. In this paper, we use all available information on trade and

quote activities. Specifically, we use both tick-level trade data and full limit

order book on Bitcoin-Tether (BTC-USDT) in the period of December 2017

to March 2021. Our machine learning platform is built on the gated residual

long short-term memory (GRLSTM) deep learning prediction model, an im-

plementation of GRLSTM in TensorFlow, which is the state-of-art machine

learning approach in time series forecasting.

Our empirical out-of-sample results show that machine learning models,
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which use tick-level trade and/or limit order book information, outperform

the benchmark auto-regressive models using only past log returns of bitcoin

prices. For the tests using the trade and quote data on BTC-USDT from

Binance, the machine learning model that uses both trade and limit order

book information performs the best in terms of mean squared error, mean

directional accuracy, and area under ROC curve measure. For instance, the

mean directional accuracy of the machine learning model is about 58%, which

is higher than the 50% of a random guess. To illustrate the economic values

of the machine learning models, we implement trading strategies that use

the sign of the predicted log returns as the buy/sell signal each period. In

the out-of-sample test period of October 1 2020 to March 25, 2021, the buy-

and-hold strategy of investing in one Bitcoin increases the wealth by 4.78

times, while the trading strategy based on the best machine learning model

increases the wealth by 18,066,299 times (without considering transaction

costs).

Our paper contributes the literature in three aspects. First, we study the

high frequency trading of cryptocurrencies and offer insight into the trading

patterns of bitcoin trades. Second, we demonstrate that machine learning

models posses superior predictive power relative to auto-regressive models

in terms of three performance measures. Last, we illustrate the economic

values of the machine learning models by implementing trading strategies

based on the sign of predicted log returns. This points to the possibility of

building more practical and profitable trading strategies even in the presence
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of transaction costs.

The rest of the paper proceeds as follows. Section 2 discusses the ap-

plication of machine learning to high frequency trading in cryptocurrency

markets. In Section 3, we describe the data that we use in our empirical

tests. In Section 4, we present results of empirical tests and compare the

machine learning models with the auto-regressive benchmark models. Sec-

tion 5 concludes.

2 Machine Learning

Accompanying the significant transition in trading landscape is advances in

predictive analytics technologies. Machine learning (ML), a subset of arti-

ficial intelligence (AI), has proved hugely successful in fraud detection and

credit scoring (Abbasi et al. (2012); Dong et al. (2018); Bao et al. (2020);

Purda Skillicorn (2015)). Compared with traditional statistic models, ma-

chine learning methods possess several attractive advantages, which make

them suitable for pattern discovery and trend prediction in big data context.

First, machine learning is better at handling big data, semi-structured and

unstructured data. Modern neural network-based machine learning models

usually are in the size of millions of parameters, taking several hundred mil-

lion to several gigabytes of memory space. Given their sizes, the training set

of these models could easily get to several hundred gigabytes of data. To

cope with the bulky size of the big data, machine learning community has
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developed bunch of tools, from the aspects of architectures as well as algo-

rithms, that can effectively scale up the training of the model. Unsupervised

learning and self-supervised learning (Hinton et al. 2006; Salakhutdinov et

al. 2009; Devlin et al. 2018; Schneider et al. 2019), which is a branch of

machine learning that focuses on excavating useful representation from un-

labeled and unstructured data, has made learning useful information from

massive raw financial data possible.

Second, machine learning algorithms are hardly limited by data distribu-

tions and the relationship between variables. Neural network-based models

capture the underlying data distribution through iteratively adapting param-

eters in its nonlinear architecture, which makes them heavily data driven, and

rely much less on assumptions of the data distribution. Compared to tra-

ditional machine learning models such as Gaussian Mixure Models (GMMs)

(Reynolds 2009), PCA or HMM, they are more advantageous in capturing

intrinsic dependencies and relations in the data more precisely.

Moreover, it is not necessary to determine the form of the models in ad-

vance when using machine learning for big data analysis even though the

relationships between variables are normally complex and non-linear. Neural

network-based models are thought to be non-parametric since its model ca-

pacity could change drastically if some of the configurations (such as hidden

layer sizes, layer numbers, activation function, etc.) are changed. The mod-

ern layer-wise structure of deep neural networks with non-linear function are

mathematically proved to be universal approximators (Hornik et al. 1989;
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Sonoda and Murata 2017; Lin and Jegelka 2018), that means, given enough

computing resource, neural networks could approximate any function. This

fact makes them suitable for cases that are believed to have non-analytic,

and time-variant functions.

Intraday price discovery and liquidity prediction (e.g., sequential decision-

making tasks) and machine learning (e.g., deep learning and reinforcement

learning) could also be a striking combination. Koray Kavukcuoglu, the di-

rector of research at Deepmind, is quoted for saying: “Reinforcement Learn-

ing is a very general framework for learning sequential decision-making tasks.

And Deep Learning, on the other hand, is of course the best set of algo-

rithms we have to learn representations. And combinations of these two

different models is the best answer so far we have in terms of learning very

good state representations of very challenging tasks that are not just for

solving toy domains but actually to solve challenging real-world problems

(Garychl (2018)). Easley, López de Prado, O’Hara, and Zhang (2021) show

that machine learning algorithms can predict and explain modern market

microstructure phenomena.

Like many of the real-world practical cases, prices in limit order book

(LOB) in a market is believed to subject to a dynamic and complex dis-

tribution, and less likely they will be subject to any simple distributions

that can be represented in an analytical form. Deep learning models thus

fits this application case perfectly. Specifically, given that recurrent neural

networks (RNNs) make long-range dependencies in sequences and allow for
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more parallelization (Vaswani et al. (2017)), an RNN can be constructed

for transactions, which uses both sides of LOB to extract information from

their historical states or features. Then, by adopting the self-attention mech-

anism proposed by Vaswani et al. (2017), an attention network is designed

to describe the interrelationship among trade and quote activities.

In this paper, we use the gated residual long short-term memory (GRL-

STM) deep learning prediction model. The long short-term memory (LSTM)

approach proposed by Hochreiter and Schmidhuber (1997) and the Gated Re-

current Unit (GRU) method proposed by Chung et al. (2015) are the two

principal forecasting techniques used in time series forecasting. GRLSTM

uses stacked LSTM (long short-term memory) networks and GRNs (gated

residual network) as building blocks (Hochreiter and Schmidhuber, 1997; Lim

et al., 2020). LSTM networks are used to process sequential (e.g. time series)

while GRNs process information linearly or non-linearly only when deemed

necessary. The platform that we choose is an implementation of GRLSTM

in TensorFlow (Abadi et al., 2015).

3 Data

In this paper, we use tick-level trade data and limit order book data on

Bitcoin-Tether (BTC-USDT) pair in the period of December 2017 to March

2021. We obtain tick-level trade data from Kaiko. Kaiko is a leading cryp-

tocurrency market data provider, and its dataset covers 20,000+ currency
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pairs across 85+ exchanges. The tick-by-tick trade data include every exe-

cuted transaction on an exchange, including unique trade id, exchange code,

currency pair, timestamp, price, volume, and trade direction. In our empir-

ical tests, we use the pair of Bitcoin-Tether (BTC-USDT) from the top two

exchanges: Binance and OKEx. Among all the exchanges that offer clients to

trade the BTC-USDT pair, Binance is the largest exchange, having a market

share of 21.6%, and OKEx is the second largest exchange, with a market

share of 15.1%. In particular, the trade direction variable (taker side sell)

is an indicator, which takes a value of 1 for a trade where a price taker’s

market sell order is filled by a price maker’s buy order. We aggregate ticker-

level trades to a 5-minutes interval level by calculating the average prices,

the sum of all trade size as the volume, and the mean of the taker side sell

variable as the sell pressure within every five minutes. We further construct

two variables: the sequential difference of log(average prices) as log return

and log(1+ volume) as log volume.

In addition, we obtain order book data from CryptoTick.1 An order book

is a list containing all outstanding buy or sell orders for an asset, organized

by price level. An order to buy is called a ‘bid’ and an order to sell is called

an ‘ask’. The exchange’s matching engine pairs up bids and asks with market

buy/sell orders, resulting in a trade. One-minute snapshot of the limit order

book, recorded every minute interval, represents 20 best levels from each

side of the book. Each level consists of the price and cumulative size of

1https://www.cryptotick.com/
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resting orders on this level. For the machine learning models, we construct

four bid slopes and four ask slopes at the 5-minute interval level. The first

bid/ask slope is the price difference scaled by the cumulative size between

the level one and five of the bid/ask side, and, following the same fashion,

the second, third, and forth slopes are constructed for the next five levels

accordingly. Last, we merge the aggregated trade and limit order book data

by timestamps.

The full sample period is December 2017 to March 2021. In addition,

we assign the period of December 2017 to September 2020 as the train set

to train machine learning models, and we use the period of October 2020 to

March 2021 as the set to conduct out-of-sample tests. Our main results are

based on trade and order book data for Binance. We use data from OKEx

as the robustness check.

Figure 1 plots the 5-minutes average Bitcoin (BTC-USDT) prices and

volumes in the period of October 2017 to March 2021. The first price peak

was in December 2017, and after the outbreak of Covid-19 pandemic, there

were several rallies with an overall upward trend towards the end of the sam-

ple period of March 2021. Table 1 presents the summary statistics of Bitcoin

(BTC-USDT) average prices, log returns, volumes, and pressure measures

for the full sample period, train set and evaluate set periods. The mean of

log returns is nearly zero with a five-minute interval. The skewness of log

returns is negative, indicating the mass of the log return distribution is con-

centrated on the negative side. The volumes are larger and more volatile in
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the evaluate set period than in the train set period. The mean of the price

taker’s sell pressure is in the range of 0.49 to 0.50 in the full sample or two

sub-sample periods. However, the pressure is negatively skewed, implying

that there are more periods when the number of the price taker’s sell trades

is smaller than that of the price taker’s buy trades.

4 Empirical Results

In this section, we describe three machine learning models with different

input variables. We also chose four auto-regressive models with one to four

lags as benchmark models. In addition, we discuss incremental contribution

of bid and ask information from the limit order book (LOB) data. Last, we

implement high-frequency trading strategies to illustrate the economic values

using machine learning models.

4.1 Model Description

We consider three machine learning models. The first machine learning model

(ML1) uses only one input variable of log returns. The second machine

learning model (ML2) uses three input variables: log returns, log volume,

and pressure. Both ML1 and ML2 use input variables that are constructed

from transaction level data. Finally, the third machine learning model (ML3)

uses the three trade-related input variables aforementioned plus eight limit
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order book (LOB) related variables: four bid slopes and four ask slopes. The

target variable of all three machine learning models is the same, i.e., the log

return. We train the three machine learning models using the same set of

parameters: inputs of four continuous periods are used to predict the target

variable (log return) in the next (i.e., fifth) period; 256 latent dimensions are

used by all components of the model; four stacked long short-term memory

networks are used.

To evaluate the machine learning models, we also chose four auto-regressive

models of log returns with one to four lags as benchmark models. We esti-

mate AR coefficients using log returns in the train set periods. Afterwards,

we use the estimated AR models to predict log returns in the evaluate set

period. Note that AR models are estimated once only in the train set, just

like the machine learning models are trained in the same set of data. In

addition, the first machine learning model (ML1) is most comparable to the

AR(4) model, in the sense that both of them use four lagged log returns as

the input variables.

Table 2 reports the estimates of auto-regressive models in the period of

December 2017 to September 2020 for the Bitcoin-Tether (BTC-USDT) pair

traded on the Binance exchange. The first order auto-regressive coefficient

is significantly positive, with a value close to 0.2 for all four AR models.

This means that bitcoin log returns are persistent. However, the second

order auto-regressive coefficient is significantly negative, while its magnitude

is much smaller, with a value close to -0.07. In terms of adjusted R-square,
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the AR(4) model performs the best with the highest adjusted R-square of

4.6257% among the four AR models.

4.2 Model Performance

To evaluate the performance of the models, we consider three performance

measures. The first performance measure is mean squared error (MSE). We

compute MSE using the realized log returns and predicted log returns of one

of the seven models. The second performance measure is mean directional

accuracy (MDA). MDA is a proper metric for forecasting performance in

finance because it provides the probability of a model’s ability to detect the

correct direction of the time series. We compare the predicted direction

(positive or negative log returns) to the actual realized direction. The third

performance measure is area under receiver operating characteristics (ROC)

curve (AUC). The AUC is the essential measure to compare the effectiveness

of different classifiers in machine learning fields. To construct the AUC, we

use the signs of realized log returns and predicted log returns, i.e., -1 and

+1. Higher the AUC, the better a model is at predicting +1 as +1 and -1 as

-1.

Table 2 presents the performance measures of the three machine learning

models and four AR models. In terms of mean squared error, ML2 performs

the best, with the lowest MSE of 0.0571. In fact, all three ML models have

lower MSEs than all AR models. Among the four AR models, AR(4) has the
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lowest MSE, while AR(1) has the highest MSE. In terms of mean directional

accuracy, ML3 has the highest MDA. For instance, the mean directional

accuracy of ML3 is about 58%, which is higher than the 50% of a random

guess. Both ML2 and ML3 outperform all four AR models. In terms of AUC

measures, the ML3 performs the best, with the highest AUC of 0.5814.

Not surprisingly, the ML1 model performs worse than AR(4). Both ML1

and AR(4) models use the same input variables of four lagged log returns.

The machine learning ML1 model uses a much more complex non-linear

model than the simple linear AR(4) model. Clearly, the linear AR(4) beats

ML1 in out-of-sample predictive tests. The second interesting observation

is that the ML2 model outperforms all AR models in all three performance

measures. This means that additional information of trading volumes and

the price taker’s sell signal improves the predictive power of the machine

learning models.

In addition to the transaction level data, the information of 20 levels of

bids and asks from limit order book further improves the machine learning

model. This is evident given that ML3 outperforms ML2 in two out of three

performance measures while the difference in their MSE measures is 0.0001,

a negligible magnitude.

Figure 2 illustrates the time series of realized log returns and predicted log

returns of ML3 and AR(4) for 288 observations, aggregated at the 5-minute

interval, on January 29, 2021. Noticeably, both ML3 and AR(4) predict

fairly accurate the direction of log returns although they do miss on the size
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of log returns.

4.3 High Frequency Trading Strategy and Economic
Value

We design two trading strategies to illustrate economic values of the machine

learning models. For the first trading strategy, at a timestamp t, we use

one model aforementioned, with all known variables by t, to predict the log

return at t + 1. If the predicted log return is positive (negative), we buy

(sell) one bitcoin. We start with one dollar; each period, we follow a trading

strategy based on the sign of the predicted log returns for the next period; we

close the position every period, the trading strategy may gain or lose money

depending on the trading direction and the realized log return in the period.

To facilitate simple comparison, we calculate the log wealth at the end of the

evaluate set period. By construction, the log of the end wealth relative to

the initial wealth of one dollar is equal to the cumulative log returns for the

evaluate set period. The second trading strategy is similar to the first one

but using long positions only. If the predicted log return is positive, we buy

bitcoins, but we do not trade if the predicted log return is negative. Note

that the log wealth here does not take into account of transaction costs.

The last row in the Table 3 presents the ratios of the cumulative log

returns of the first trading strategies for all seven models to the cumulative log

returns of a buy-and-hold strategy. In the period of October 1, 2020 to March
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25, 2021, a buy-and-hold strategy of holding one bitcoin generate 156.48%

return. Both ML2 and ML3 outperform ML1 and all four AR models. The

ML3 model has the high ratio of 11.4265. In terms of dollar amount, the

buy-and-hold strategy invests $1 on October 1, 2020 and produces $4.78 on

March 25, 2021, while the first trading strategy based on ML3 would generate

$18,066,299 on March 25, 2021.

Figure 3 plots the log of the end wealth for the first and second trading

strategies based on ML3 and AR(4) and the buy-and-hold strategy. Although

the log wealth for the long-only strategy is only half of that for the first

trading strategy, the magnitude for the second trading strategy is clearly

sizable and large compared to the buy-and-hold strategy.

Up to now, we ignore the transaction costs. Given that the time interval

is five minutes, the number of trades per day is 288, and the total number

of trades during the evaluate set period is 50,684. The huge gain from the

trading strategies may disappear even if there is a small amount of transac-

tion costs. For instance, the economic gain disappears for the first trading

strategy if the proportional transaction fee is 0.02% each trade. As the major

objective of this paper is to explore the potential of machining learning mod-

els theoretically, more practical trading strategies to take advantage of the

predictive powers of the machine learning models are left for future research.
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4.4 Robustness Check

As the robustness check for our empirical results based on data from Binance,

we train models with the same GRLSTM specifications using trade and limit

order book data for the exchange of OKEx. Table 4 presents the performance

measures of the three machine learning models and four AR models. Similar

to the results for Binance, the second machine learning model (ML2) outper-

forms all four AR models in terms of all three model performance measures

Surprisingly, the ML3 model with eight LOB variables performs poorly rel-

ative to ML2. This means that LOB information does not improve the ML

model as in the case of Binance. One possible reason is that BTC-USDT

trades on OKEx are less active than on Binance and thus the order book

from OKEx is less informative than that from Binance.

5 Conclusion

Given the complex and volatile trading landscape of the cryptocurrency mar-

kets, our study applies state-of-art machine learning models to forecast intra-

day bitcoin log returns with information embedded in trades and limit order

book and further examines whether such information has economic value.

We posit that machine learning methods have great potential for pattern

discovery and trend prediction of cryptocurrency trading. Machine learning

can easily handle big data, semi-structured and unstructured data and does
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not assume that data have normal distributions but rather captures the un-

derlying data distributions through interactively adapting parameters. Our

machine learning platform is built on the state-of-art gated residual long

short-term memory (GRLSTM) deep learning prediction model, an imple-

mentation of GRLSTM in TensorFlow.

In this paper, we use both transaction-level trade data and full limit order

book on Bitcoin-Tether (BTC-USDT) in the period of December 2017 to

March 2021. Our out-of-sample empirical results show that machine learning

models outperform the auto-regressive benchmark models using only past log

returns of bitcoin prices, in terms of mean squared error, mean directional

accuracy, and area under ROC curve measure. A trading strategy using the

sign of the predicted log returns as the buy/sell signal each period produces

a higher return than the buy-and-hold strategy of investing in Bitcoin.
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Table 1: Summary statistics. This table presents summary statistics of
Bitcoin-Tether (BTC-USDT) prices, log returns of average prices, volumes,
and price takers’ sell pressure measures, which are constructed from the Bi-
nance transaction-level trade data and further aggregated 5-minute intervals.
Log returns are reported in percentage. Panel A is for the full sample period.
Panel B is for the train set period. Panel C is for the evaluate set period.

Panel A. Full sample period: Dec. 28, 2017 - Mar. 25, 2021

Price Log Return Volume Pressure

Min 3,161.19 -8.49 0.00 0.00
Max 61,758.28 8.97 8,277.17 1.00
Mean 11,196.65 0.00 182.16 0.49
Standard Deviation 10,085.75 0.22 235.09 0.09
Skewnewss 3.06 -0.22 6.64 -0.88
Kurtosis 12.30 74.92 88.62 7.21

Panel B. Train set: Dec. 28, 2017 - Sep. 30, 2020

Price Log Return Volume Pressure

Min 3,161.19 -8.49 0.00 0.00
Max 17,154.19 8.97 8,277.17 1.00
Mean 7,940.55 0.00 163.99 0.49
Standard Deviation 2,445.27 0.22 222.84 0.10
Skewnewss 0.05 -0.20 7.62 -0.86
Kurtosis 2.88 89.67 113.84 6.90

Panel C. Evaluate set: Oct. 1, 2020 - Mar. 25, 2021

Price Log Return Volume Pressure

Min 10,408.23 -4.75 0.00 0.00
Max 61,758.28 3.84 4,882.68 0.82
Mean 29,845.21 0.00 286.21 0.50
Standard Deviation 15,542.87 0.25 273.27 0.07
Skewnewss 0.44 -0.28 4.35 -0.70
Kurtosis 1.81 18.37 36.93 8.92
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Table 2: Auto-regressive model estimates. This table reports the estimates
of auto-regressive models in the period of December 2017 to September 2020
for the Bitcoin-Tether (BTC-USDT) pair traded on the Binance exchange.
The AR(p) model is defined as Xt = α+

∑p
i=1 βiXt−i+ϵt, where Xt is the log

return, α is the intercept, and βi is the i-th lag coefficient. AR(1), AR(2),
AR(3), and AR(4) denote the auto-regressive model with one, two, three,
and four lags, respectively. The number in parentheses is the two sided p-
value for the corresponding coefficient.

α β1 β2 β3 β4 Adjusted R2

AR(1) -0.0001 0.2015 4.0607
(0.7780) (0.0000)

AR(2) -0.0001 0.2158 -0.0706 4.5386
(0.7644) (0.0000) (0.0000)

AR(3) -0.0001 0.2175 -0.0759 0.0245 4.5956
(0.7693) (0.0000) (0.0000) (0.0000)

AR(4) -0.0001 0.2179 -0.0772 0.0284 -0.0179 4.6257
(0.7655) (0.0000) (0.0000) (0.0000) (0.0000)
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Table 3: Model comparison - Binance. This table presents the performance measures of the three machine
learning models and four AR models. The first machine learning model (ML1) uses one input variable of
log returns only. The second machine learning model (ML2) uses three input variables: log returns, log
volume, and pressure. The third machine learning model (ML3) uses the three trade-related input variables
aforementioned plus eight limit order book (LOB) related variables: four bid slopes and four ask slopes.
AR(1), AR(2), AR(3), and AR(4) denote the auto-regressive model with one, two, three, and four lags of
log returns, respectively. These out-of-sample tests are based on trade and order book data from Binance in
the evaluate set sample period of October 1, 2020 to March 25, 2021. All three machine learning models and
four AR models are trained or estimated in the train set sample period of December 28, 2017 to September
30, 2020.

ML1 ML2 ML3 AR(1) AR(2) AR(3) AR(4)

Mean squared error (MSE) 0.0573 0.0571 0.0572 0.0577 0.0575 0.0575 0.0574

Mean directional accuracy (MDA) 0.5733 0.5776 0.5794 0.5668 0.5738 0.5716 0.5738

Area under ROC curve (AUC) 0.5732 0.5787 0.5814 0.5693 0.5763 0.5740 0.5761

Cumulative Log Return: Trading
strategy / Buy-and-hold

10.6787 11.1239 11.4265 10.2956 10.8488 10.8536 10.9419
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Table 4: Model comparison - OKEx. This table presents the performance measures of the three machine
learning models and four AR models. The first machine learning model (ML1) uses one input variable of
log returns only. The second machine learning model (ML2) uses three input variables: log returns, log
volume, and pressure. The third machine learning model (ML3) uses the three trade-related input variables
aforementioned plus eight limit order book (LOB) related variables: four bid slopes and four ask slopes.
AR(1), AR(2), AR(3), and AR(4) denote the auto-regressive model with one, two, three, and four lags of
log returns, respectively. These out-of-sample tests are based on trade and order book data from OKEx in
the evaluate set sample period of October 1, 2020 to March 25, 2021. All three machine learning models and
four AR models are trained or estimated in the train set sample period of February 13, 2018 to September
30, 2020.

ML1 ML2 ML3 AR(1) AR(2) AR(3) AR(4)

Mean squared error (MSE) 0.0596 0.0593 0.0598 0.0599 0.0597 0.0598 0.0597

Mean directional accuracy (MDA) 0.5711 0.5782 0.5717 0.5665 0.5735 0.5697 0.5713

Area under ROC curve (AUC) 0.5720 0.5811 0.5733 0.5664 0.5736 0.5697 0.5715

Cumulative Log Return: Trading
strategy / Buy-and-hold

10.4255 11.1450 10.3475 9.9340 10.4149 10.3265 10.4029
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Figure 1: This figure plots average prices and volumes aggregated at 5-minutes intervals of Bitcoin-Tether
(BTC-USDT) pair traded on Binance in the period of October 2017 to March 2021.
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Figure 2: This figure plots realized log returns of Bitcoin-Tether (BTC-USDT) pair traded on Binance,
predicted log returns by the third machine learning ML3 model, and predicted log returns by the auto-
regressive AR(4) model on January 29, 2021. The third machine learning model (ML3) uses three trade-
related input variables plus eight limit order book (LOB) related variables: four bid slopes and four ask
slopes. The AR(4) model is an auto-regressive model of four lagged log returns of average bitcoin prices.
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Figure 3: This figure plots the log of the wealth that is generated by the trading strategies based on ML3
and AR(4) prediction models and the buy-and-hold of investing in Bitcoin in the evaluate set sample period
of October 1, 2020 to March 25, 2021. The third machine learning model (ML3) uses the three trade-related
input variables plus eight limit order book (LOB) related variables: four bid slopes and four ask slopes.
The AR(4) model is an auto-regressive model of four lagged log returns of average bitcoin prices. The
long-and-short trading strategy uses the sign of the predicted log returns of ML3 or AR(4) as the buy/sell
signal each period. The long-only trading strategy follows trading rules of buying Bitcoin for a positive
predicted log return and no trading for a negative predicted log return. All strategies start with one dollar.
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